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Introduction 
The growth of the web over the past few years has been so fast and unprecedented, that even the 

most optimistic of forecasts could have not predicted it some fifteen years ago. The so-called 

Web 2.0 is a powerful way for people to communicate, collaborate and share information and 

content online. All this activity on the web has brought about increasing demands on the systems 

that make it possible, and the need for powerful technologies has become essential. Google is a 

leader in web applications and the number of users on their systems is growing very quickly. 

Multi-gigabyte files and data sets containing terabytes of information and millions of objects 

have become the norm. To deal with that, Google engineers have developed several tools like 

their own file system, their own database model, their own distributed programming model, etc. 

Some of the Google papers that serve as the main source of information for this report have been 

published several years ago, which means that in the meantime changes might have been made to 

improve the performance of these technologies, based on the experience of working with large 

amounts of real-world data. However, the core idea and implementation details are most 

probably the same. Moreover, “outside” information on how Google actually does things is 

mainly based on assumptions, which makes the Google papers still the best source to be used.  

This paper will present a scalability point of view over three Google technologies: the Google 

File System, Bigtable and MapReduce. First, we will talk about the general concept of scalability 

for each of these technologies. After that, technical solutions to achieve scalability will be 

explained and, finally, some experimental results about these Google products will be shown.  

1 Scalability Concern 

With the incredible growth of online applications, and the exponential increase in data volume, 

scalability is the main concern. How can a system still provide a perfect service even if 

thousands of users are connected at the same time? How can a system deal with this tremendous 

amount of information which must be available at any time? These are the motivations for a 

scalability analysis. In the three Google technologies that we have analyzed, both structural and 

load scalability as defined in (Bondi 2000) are important. A scalability analysis can be driven by 

a main framework composed by two elements: a metric (objective measure of a certain 

parameter) and a criterion, which we define in the following three subsections.  

1.1 Google File System 
In the Google File System (GFS), scalability is addressed in terms of performance for a huge 

number of users accessing a lot of big files. The GFS’ paper (Ghemawat, Gobioff and Leung 

2003) describes the way Google stores information in order to be able to retrieve it very fast, 

cheaply, concurrently and in a fault tolerant way. All these elements, added to the fact that files 

can be really huge, were the main reasons for the development of such a file system. In this 

specific case, different scalability frameworks can be considered. 

First, the metric m(k) can be the system response time (for a read or write operation) when k is 

the number of concurrent clients. The metric m(k) can be the system response time when k is the 

number of failures on servers across the system as well. The criterion S(k) is then the number of 

milliseconds which are acceptable to access a remote file without the user being aware of the fact 

that the file is actually not locally stored on his computer (i.e. the client must not see any 

difference between response time for accessing a local file and a remote one). 
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A second possible framework is composed of m(k) (with k being the number of concurrent 

clients) representing the measurement of network utilization. The criterion S(k) is a fraction of 

the total network capacity which is maximum to avoid congestions. 

1.2 Bigtable 
In 2004, Google engineers began developing a distributed storage system over their file system 

(GFS; see above). This project is called “Bigtable” and has three main goals. The system must 

manage data of different size (up to petabytes), be highly available and powerful. Basically, the 

system is some kind of sorted map indexed by row keys, column keys and timestamps. This map 

is maintained stored by row keys and partitioned (by rows) in tablets. Bigtable has been used in 

many Google products. 

Scalability is addressed in a similar way as in the Google File System. The metric m(k) can be 

the system response time (for a read or write operation) when k is the number of tablet servers 

used. The criterion S(k) can be expressed exactly in the same way as for GFS: number of 

milliseconds which are acceptable to access a remote file. 

1.3 MapReduce 
MapReduce technology is a bit different from the previous two. GFS and Bigtable are more 

storage systems, whereas MapReduce is a programming model. It allows parallel computation in 

an easy way while exploiting other facilities in the Google infrastructure such as the GFS. 

Nevertheless, scalability concerns are present in MapReduce as well. The number of users 

(clients) is not the main parameter anymore. MapReduce scalability is more related to the size of 

the input to the map function. MapReduce is composed by two main elements: a map function 

responsible for splitting the work in smaller pieces and giving them to other nodes in the 

network, and a reduce function responsible for collecting all calculated pieces and putting them 

together to deliver the main result. Map and reduce tasks run independently and in isolation. One 

key feature of MapReduce that differentiates it from previous models of parallel computation is 

that it interleaves sequential and parallel computation (Karloff, Suri and Vassilvitskii 2010). 

The scalability framework is the following: the metric m(k, k’) is the total computation time (in 

milliseconds) with respect to the input size (k) and the number of available nodes to work with 

(k’). In this situation, the criterion S(k) can be a subjective limit of time for the total calculation. 

2 Scalability View 
In the first section, we have seen that the three Google technologies (GFS, Bigtable and 

MapReduce) have some scalability concerns. In this section, we will show a more architectural 

point of view on the technical solutions proposed to achieve these scalability concerns. 

2.1 Google File System 
To have a better understanding of how scalability concerns are taken into account in GFS, let us 

have a look at some kind of deployment, physical view (Figure 1). GFS has some nice features 

to achieve scalability. As mentioned previously, scalability is addressed in terms of performance 

for a huge number of users accessing a lot of big files. 

¶ Data transfers are between client and chunkservers: From a scalability point of view, this 

feature is really important. The “master” is used only to know where the client can access the 
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right piece of data. Master’s network links will not be saturated by thousands of data transfers 

while other clients will want to ask chunk locations to it.  

¶ Files are divided into chunks: 

This feature is important to notice 

when we are talking about big files (up 

to giga-, tera- or petabytes). Typically, 

a file is divided into pieces of 64 

Mbytes. These pieces are called 

“chunks” and are stored individually 

on the network. 

¶ Chunks are replicated (3x) on 

different machines: First, we may 

think that this interesting feature is 

more about availability than 

scalability. But, actually, the fact that 

chunks are replicated (typically three 

times but it may change) is important for scalability as well. The master can balance the load if 

multiple users want to access the same file, the same chunk. We can also imagine a dynamic way 

to reduplicate chunks if the demand on them increases. 

2.2 Bigtable 
The example given in (Chang, Dean, et al., Bigtable: A Distributed Storage System for 

Structured Data November, 2006) can help to understand how Google uses this technology. 

Imagine you want to store a large collection of web pages as Google does. You can use the row 

key to store the page URL. Column keys can be used to specify different elements you store 

about this URL. Finally, the timestamp can be used to keep different versions of the data 

(timestamps are t3, t5, t6, .. Figure 2).  

As we said in the first section, the system works 

with tablets which are row ranges (see Figure 3).  

These tablets are stored on tablet servers running 

the Google File System. Hence, we can benefit 

from all GFS properties on the stored data. In 

addition to that, the process of table location 

discovery is a distributed three-level hierarchy. 

This process is done by the client library (which 

is caching tablet locations as well). The client 

library is some kind of API attached to every 

client. Thanks to this process, the tablet server 

Figure 1- GFS Deployment view 

Figure 2- Bigtable example ς picture from (Chang, et al. November, 2006) 

Figure 3- Bigtable overview 
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master does not need to be asked every time. The master is only used for metadata operations 

(like create a new table) and for global load balancing (e.g. if the server master figures out that 

one tablet is very often used, it can split the tablet into two other ones and store them on different 

tablet servers). 

2.3 MapReduce 
As we mentioned in the first section, in MapReduce scalability is addressed in terms of global 

computation time with respect to the size k of the input data and the number k’ of nodes 

available for this job (see Figure 4). Some technical aspects of MapReduce can have an impact  

on scalability. For instance, 

the fact that input data is 

stored on GFS (see section 

1.1) is very important. As 

we saw, the data is 

replicated three times on 

servers. The MapReduce 

master can take the replica 

locations into account when 

scheduling map operations. 

It would be better to run a 

map operation on the 

machine containing the 

data. In this way, 

MapReduce avoids useless network traffic to retrieve the input data which results in time savings 

as well. 

3 Achieving Scalability 

All three Google technologies analyzed in this paper are claimed to be among the most scalable 

distributed systems of our time. As it was previously explained, scalability is of major 

importance when the size of data to be dealt with amounts to petabytes, and thousands of 

machines and even more users are involved. In this section we are going to analyze existing 

information about the scalability of these technologies with respect to the definition of the 

scalability concern, criteria, and metrics from section one. We first analyze each system 

separately and then give a short summary of our findings in the last paragraph. 

3.1 Google File System 
The scalability of GFS is particularly important, since many other Google technologies, 

including Bigtable and MapReduce, are built on top of it. However, it can also be a positive 

thing, if applications are built while having in mind the limitations of GFS and trying to 

overcome them. The Google paper about GFS presents some experimental results regarding the 

performance of GFS under variations of the number of clients. The GFS cluster used for the so-

called micro benchmarks consisted of one master, two master replicas, 16 chunkservers, and 16 

clients (Ghemawat, Gobioff and Leung 2003). The results show that the read rate decreases from 

80% to 75% of the network bandwidth limit as the number of clients increases from 1 to 16. This 

is due to the fact that as the number of readers increases, so does the probability that multiple 

Figure 4- MapRreduce 
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readers simultaneously read from the same chunkserver
1
. Write operations are even slower, since 

each write involves three different replicas. The write rate decreases as a result of the delays in 

propagating data from one replica to another. However, “in practice, low write rate has not been 

a major problem because even though it increases the latencies as seen by individual clients, it 

does not significantly affect the aggregate write bandwidth delivered by the system to a large 

number of clients” (Ghemawat, Gobioff and Leung 2003).  

The measurements on the two Google clusters (for research and development and for production 

data processing) show again much lower rates for write operations as compared to reads. The 

first cluster however, operates at 77% efficiency, whereas the second one at only about 30%. 

While testing for failure recovery, killing one chunkserver in the second cluster (15,000 chunks, 

about 600 GB) required 23.2 minutes to recover all chunks (effective replication rate of 440 

MB/s). When two chunkservers were killed (about 16,000 chunks and 660 GB of data each), 266 

chunks ended up with only one replica and were cloned with high priority. They were all 

restored to at least 2x replication within two minutes, thereby putting the cluster in a state where 

it could tolerate another chunkserver failure without data loss. 

The above experiments on the benchmarks and the real data are useful for getting an 

understanding of the issues that GFS faces with respect to scalability and they also match with 

the definitions of scalability and its metrics that we defined in section 1.1. However, considering 

the many improvements that have been made to the GFS since 2003, we would like to see more 

recent results on more diverse collections of data. The initial emphasis in designing GFS was on 

batch efficiency as opposed to low latency. Despite that, the evolution of the GFS from its 

inception until today has demonstrated that although some of the initial assumptions do not hold 

any longer, the initial design was adaptable to new requirements (McKusick and Quinlan 2009).  

3.2 Bigtable 
The experiment proposed in the Google papers about Bigtable (Chang, Dean, et al., Bigtable: A 

Distributed Storage System for Structured Data November, 2006), (Chang, Dean, et al. June 

2008) measures the performance and scalability of a cluster with k tablet servers while varying 

the size of k. The benchmarks used for sequential write, sequential read, scanning and random 

reads differ slightly. Without going 

through all the details of the 

experiment setup, we can summarize 

the findings by saying that random 

reads are slower than all other 

operations by an order of magnitude or 

more, but random reads from memory 

are much faster and scans are the 

fastest. As illustrated in Figure 5 

(which graphs the number of 1000-byte 

values read/written per second), an 

increase in the number of tablet servers 

in the system from 1 to 500 brings 

about dramatic increases in aggregate 

                                                 
1 For more details and the specific numbers, please refer to the paper (Ghemawat, Gobioff and Leung 2003) 

Figure 5- The curves indicate the aggregate rate across all tablet 
servers ς picture from (Chang, Dean, et al. June 2008) 
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throughput. However, performance does not scale linearly with the number of tablet servers. It is 

again the random read benchmark that shows the worst scaling (an increase  

in aggregate throughput by only a factor of 100 for a 500-fold increase in number of servers).  

3.3 MapReduce 
Google’s MapReduce follows the functional programming model of map and reduce, but there 

are several important differences between the two, which are outside the scope of this paper. 

MapReduce is language independent and it hides the details of parallelization, fault-tolerance, 

locality optimization, and load balancing from the user (Dean and Ghemawat 2004). Since its 

introduction a few years ago, it has seen many successful uses both in research and production, 

in problems that not even its creators had originally thought possible. At Google, it is being used 

for the indexing system of their search engine, in document clustering, machine learning 

problems, large-scale graph computations, etc. Other big companies such as Microsoft, Amazon 

and Facebook, also use it to manage their data. Hadoop
2
, an open-source implementation of GFS 

and MapReduce ideally suited for non time-sensitive batch jobs involving large-scale datasets is 

one of the most popular, both in academia and industry. 

Given the high interest from many applications in using MapReduce, various experiments have 

been conducted to test its scalability. In order to get full advantage of a distributed computing 

environment, there must be a sufficient input and parallelism to saturate
3
 the computing 

resources.  

The Google paper about MapReduce (Dean and Ghemawat 2004) presents the results of 

experiments measuring the performance of MapReduce on two types of computations running on 

a large cluster of machines
4
. However, these results are not very useful from our scalability 

perspective, because they only measure the rate at which input is read, the rate at which data is 

sent over the network from the map tasks to the reduce tasks and the rate at which sorted data is 

written to the final output files by the reduce tasks. We are more interested in comparisons 

involving varying input size and number of nodes, as previously explained in 1.3. 

(Karloff, Suri and Vassilvitskii 2010) first present a formal model of computation for 

MapReduce and compare it to the PRAM model. They also provide two techniques for 

parallelizing using MapReduce and show their applications by presenting algorithms for 

Minimal Spanning Trees in dense graphs and undirected s-t connectivity. 

In (Burkhardt 2010), two experiments which aim at evaluating the computing efficiency of 

(Hadoop) MapReduce applications on both fixed and scaled-size problems are discussed. As 

known from Amdahl’s law, a performance metric has a sequential as well as a parallel part. This 

means that the maximum speedup is always bounded by the overhead for parallelization and by 

the serial processing part.  

                                                 
2 Hadoop: Open source implementation of MapReduce. http://wiki.apache.org/hadoop/ 
3 Saturation in the context of Hadoop MapReduce refers to maintaining the maximum task rate for the duration of 
the application run. The maximum task rate is defined as the total number of task slots divided by the time to 
complete a single task. The maximum task rate is therefore the upper-bound on throughput (Burkhardt 2010). 
4 One computation searches through approximately one terabyte of data looking for a particular pattern. The other 
computation sorts approximately one terabyte of data. 

http://wiki.apache.org/hadoop/
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In the experiment for fixed-size problems, the input size is kept constant while adding resources 

to determine node scalability. In the second experiment, concerning scaled-sized problems, it is 

the compute resources that are kept constant while input size is increased, to determine data 

scalability. The famous TeraSort
5
 benchmark is used for the data scalability tests. In both cases 

the throughput is measured (versus the number of nodes and input size respectively) for a 

number of different clusters and the results are as given in Figure 6 and Figure 7. 

As we can see in Figure 7, all clusters scale linearly for the fixed-sized study as expected. 

However, in Figure 6 the throughput for 

the scaled-sized problem decreases as the 

input increases in each of the clusters. A 

probable cause for this, as mentioned in 

the article, is decreased data locality and 

higher demand on disk and network 

resources. Compute resources contend for 

the shared input, which causes a 

bottleneck and thus MapReduce cannot 

achieve its full potential. The MapReduce 

paradigm masks the latency from 

information requests by transferring map 

output to the reduce hosts during the map 

phase (shuffling), rather than waiting for 

all map tasks to complete. But the map 

tasks are also requesting data between 

hosts because of the cluster-wide data 

dependency, and so the shuffling phase 

contends for the very same network and 

storage resources. The MapReduce 

paradigm masks the latency from 

information requests by transferring map 

output to the reduce hosts during the map 

phase (shuffling), rather than waiting for 

all map tasks to complete. 

At Amazon, which runs the Elastic 

Compute Cloud (EC2) - a Hadoop cluster 

where users can upload large data sets and rent processor time , experiments have been 

performed which scale up to 1000 nodes. Sorting 5TB on 500 nodes takes 2.5 hours.  

  

                                                 
5 http://sortbenchmark.org/Yahoo2009.pdf 

Figure 6- Data scalability plot for the scaled-sized problem 

Figure 7- Node scalability plot; comparison between the 
clusters 

http://sortbenchmark.org/Yahoo2009.pdf
https://www.cloudera.com/wp-content/uploads/2010/12/Node-Scalability.png
https://www.cloudera.com/wp-content/uploads/2010/12/PreliminaryDataScalability.png
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4 Conclusions 
This paper has analyzed the Google File System, Bigtable and MapReduce from a scalability 

perspective.  Although not completely new in their foundations, these technologies have brought 

about important developments in distributed computing in recent years. The experience of their 

daily operations in dealing with huge amounts of data at Google, has served as a source of ideas 

for new optimizations and refinements, which has made these technologies almost indispensable 

for a wide range of online applications, thereby impacting the daily lives of millions of people.  

Google had a very good idea when they decided to develop their own scalable, distributed 

technologies because they shaped them as they wanted; they have a global and total control on 

them, and can modify them as problems arise. However, evaluation of these technologies from 

outside of Google, is quite difficult. GFS is the foundation of many applications at Google. It 

eases users from the burden of worrying about fault-tolerance, replication, load balancing, failure 

management, file placement, management of large files, etc. The simple data model of Bigtable 

has resulted in high scalability availability, reliability, and performance. The MapReduce 

framework and its various implementations are useful for specific categories of problems, with 

large amounts of input, intermediate and output data, where little or no synchronization is 

required (batch-oriented datasets). However, it does not perform as well when fast response 

times are required; there are large amounts of shared data; fine-grained synchronization is 

required and the operations are CPU intensive. 

Although there is room for critique of the various design decisions and sometimes even the 

concepts, the experience of Google in the last years has shown that they can really make the most 

out of cheap processors, bandwidth and storage. By putting them together they have managed to 

achieve unprecedented levels of scalability. 
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